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Architectural Concepts 
in Programming 
Languages

D uring the past 50 years, 
the field of software 
development has made 
substantial progress 

in the area of programming in the 
small. However, although software 
architecture exerts a significant influ-
ence on essential quality attributes 
such as modularity and maintain-
ability, less progress has been made 
in programming in the large. As the 
“Architectural Concepts in Program-
ming Languages (ArchiPL) Workshop” 
sidebar indicates, a recent gather-
ing addressed this topic, taking into 
account the question of how the 
code structure of today’s program-
ming languages reflects architectural 
concepts.

ARCHITECTURAL MODELING
We have learned that architecture 

is a dominant artifact, particularly 
in the development of large soft-
ware systems. Clearly, architectural 
modeling may not be an end in itself. 
Nevertheless, several benefits are 
associated with it, such as easier 
communication among stakeholders, 
easier evolution through documented 

design decisions and patterns, 
planned cross-project reuse, and 
reuse of design knowledge through 
reference architectures and architec-
tural patterns. Further, documented 
software architectures support 
management activities such as cost 
estimation and risk management. 
From an engineering viewpoint, 
architectural models help us under-
stand the quality properties of the 
final product in the early phases of 
software development.

However, in many software devel-
opment projects, even those where 
architecture is carefully designed, 
the final code is not explicitly visible. 
Apart from the oft-found deficiencies 
in the architecture’s description, miss-
ing information makes it difficult to 
use the architecture in development 
and further evolution of software at 
the code level. As a result, a structural 
decline in the code occurs during evo-
lution and maintenance.

Problem analysis 
The lack of explicit architectural 

information causes critical support 
problems. Developers cannot use 

architectural information to analyze 
the code in automatic code inspec-
tion, performance analysis, or many 
other necessary applications. 

During evolution, developers only 
maintain the code, while the archi-
tectural description soon becomes 
outdated. This clearly lowers not only 
the usefulness of the software archi-
tecture description for system and 
code understanding, but also leads to 
a reduction in code quality. Moreover, 
the code’s deviation from the archi-
tectural description can lead to false 
decisions in maintenance tasks, such 
as modification.

One cause of such problems is the 
unclear relationship between archi-
tectural concepts and programming 
languages:

•	 While the semantics of pro-
gramming languages are always 
defined, at least implicitly, by 
their compilers and interpreters 
as the translation into machine 
code implies a clear semantics, 
the semantics of architectural 
concepts are often left to the 
software designer’s personal 
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of modularity have resulted in major deficiencies that will 
require more support from components and their interfaces. 
Programming language concepts also must explicitly reflect 
this support.
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intuition. The lack of semantics 
for architectural concepts hin-
ders the formal definition of their 
traceability into programming 
language constructs.

•	 Architectural concepts are not 
sufficiently present in program-
ming languages. Thus, developers 
cannot explicitly represent archi-
tectural information in the code.

This unclear relation between archi-
tecture and code motivated the 
ArchiPL workshop’s members to dis-
cuss ways to bridge the gap between 
architecture and code. 

Architecture’s significance
We gained several insights from 

our workshop discussions. First, 
developers use architectures for 
many activities beyond code’s for-
ward development. Although the 
academic research in software engi-
neering mainly addresses forward 
engineering in general—and the use 
of software architectures as one of 
several refinement steps toward 
code—software architecture is valu-
able and useful in nearly all phases of 
the software lifecycle.

Software engineering and manage-
ment tasks, which can be supported 
by architectural descriptions, include 
project management activities such 
as cost estimation, staffing, team 
organization, critical development, 
path analysis, deployment, software 
administration and runtime manage-
ment, performance management, 
reconfiguration, failure analysis, 
fault-tolerant operation, security-
vulnerability impact analysis, cost 
estimation, and evolutionary activi-
ties such as program understanding, 
change-impact analysis, and reuse.

This list is far from compre-
hensive, but clearly shows that 
architecture plays an important 
role beyond its more obvious use in 
system structuring, code partitioning, 
and design-time analysis of quality 
attributes.

Multiple views
Many views describe architectures. 

Although the “classical” structural 
view predominates when think-
ing about architecture, the various 
tasks previously listed require spe-
cific views beyond the mere system 
structure. For example, deploy-
ing a complex distributed software 
system requires information about 
the resources on which the software 
will be deployed. Such resources can 
be computers, networks, or virtual 
resources such as software servers, 
virtualized operating systems, or vir-
tualized machines such as the JVM.

Therefore, in a deployment view, 
developers map the components as 
defined in the structural view to such 
resources. If real-time needs must be 
guaranteed, scheduling the compo-
nents must be precomputed. By this 
logic, our view goes beyond the struc-
tural. Likewise, for the reliability and 
performance of design-time estima-
tion and runtime management, we 
need information on data flows and 
control through interfaces, which 
clearly extend beyond pure structural 
information.

Further, for forward engineering 
of software, we need new abstrac-
tions: multicore processors, as they 
already form the standard comput-

ing platform and demand better 
abstractions—even at the program-
ming-language level—for dealing 
with concurrency. Yet programming 
language support remains weak; even 
for current “low-level” concepts such 
as threads and message passing: they 
are not truly integrated and cannot 
support yet-to-be developed, higher-
level concepts.

On an architectural level, we 
would like to express as first-class 
entities specific concurrency patterns 
without dealing with their low-level 
communication or synchronization. 
The systematic treatment of qual-
ity requirements provides another 
example of the need to extend cur-
rent architectural concepts beyond 
structural abstractions such as 
performance, reliability and fault 
tolerance, or security—all of which 
require information not present in 
the code. Since these views are not 
orthogonal, describing them in a 
forward-engineering process raises 
difficult interaction problems, as 
the aspect-oriented software devel-
opment and feature interactions 
communities have shown.

Architecture shares an indirect 
refinement relationship with code, 
a clear consequence of our previous 
observations. First, even for forward 
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call a metamodel of an architectural 
modeling language a programming 
language.” This distinction fits well 
with the top-down approach, in which 
the program is one of several views.

The importance and significance 
of these issues are beyond question. 
They must be addressed more explic-
itly and directly, both in research and 
in software engineering’s state of the 
art.

RESEARCH CHALLENGES
A primary challenge in making 

software design a true engineering 
discipline is dealing systematically 
with quality requirements, such as 
performance, reliability, and main-
tainability. This means that we must 
be able to understand the conse-
quences of design decisions on the 
executing system’s quality attributes. 
Developers have made progress in 
analyzing functional requirements 
and building architectures that meet 
them, particularly when both the 
functional requirements and archi-
tecture are structured according to 
the principles of components, ser-
vices, or objects.

We still do not know how to deal 
systematically with quality require-
ments when architecting systems. 
Recent research gives insight into 
the suitable architectural abstrac-
tions needed to manage design-time 
performance or reliability evalua-
tions. However, this line of research 
has not yet come to an end. For other 
quality requirements, such as safety 
or security, suitable architectural 
abstractions are missing. 

The challenge is to find suitable 
abstractions for the various tasks 
in which architectural information 
could be used. Developers can use 
the software architecture for various 
tasks beyond forward development. 
Further, so many different roles in 
software engineering and manage-
ment benefit from architectural 
descriptions over the various life- 
cycle phases of software that the defi-
nition of a suitable set of view-types 

be defined at runtime, and views of 
a specific system could be gener-
ated dynamically. Given the central 
metamodel, consistency and trace-
ability would be given “by design.” 
However, formally defining and 
evolving such a metamodel presents 
a great challenge.

Understanding the relationship 
between programs and architec-
tures also requires a clarification of 
the terms “program,” “programming 
language,” and “programming.” As 
known from the model-driven soft-
ware engineering community, there is 

no sharp, fundamental, and principal 
difference between a program and a 
model. Classical programming lan-
guages also represent an abstraction 
of the hardware as execution envi-
ronment and, therefore, programs in 
such languages are by nature models.

The more overloaded the term 
“model” is, the more a distinction 
must be made between “program” 
and “architecture,” particularly when 
using the top-down approach. In the 
workshop, we agreed that a program 
is the executable code for a given 
execution platform. Clearly, software 
includes more. For example, data, 
information on deployment, and 
binding are not part of a program but 
still are needed to use the software. 
Accordingly, programming is the 
activity of defining a program and a 
programming language that gives us 
the language to specify a program.

While this sounds simple, the 
architectural design as a document 
and activity clearly differs from pro-
gramming, and the outcome of an 
architectural design is not a program. 
Therefore, it would be confusing to 

development, architectures must 
include information absent from cur-
rent programming languages. Hence, 
a program requires more than just 
adding information to an architec-
ture. Second, despite specific views 
extending past forward develop-
ment, architectures support activities 
beyond programming. In particular, 
an architecture should comprise a 
conceptual view that explains the 
interactions of software systems 
with their users and environment. 
Consequently, information drawn 
from such views cannot be mapped 
into code.

HARVESTING SEMANTICS
Fortunately, we have several ways 

to harvest a clear semantics for 
architectural concepts that defines 
their relationship to programming 
languages.

The bottom-up approach adds 
architectural constructs to program-
ming languages. Even if not specified 
explicitly, the compiler provides the 
semantics—the tool using the archi-
tectural information in programs. 
Examples of this trend range from 
simplistic Javadoc comments to more 
elaborate typed annotations on data 
persistency in Enterprise JavaBeans 
3.0. This approach keeps all relevant 
information in one document, thus 
providing users with “free” consis-
tency and traceability. The drawback, 
however, is that how to support dif-
ferent view types remains unclear.

The top-down approach views a 
programming language as a way to 
express the software’s behavioral 
execution semantics. In this sense, 
a programming language can be 
defined as a domain-specific lan-
guage (DSL), one view type of several 
others, or as a concrete syntax of 
several for a metamodel defined by 
an abstract syntax. To ensure con-
sistency between the different views, 
we would ideally have one central 
metamodel with various view types 
defined as subsets of this metamodel. 
In principle, view types could even 

We still do not know how 
to deal systematically 
with quality requirements 
when architecting 
systems.
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interfaces, and this support must also 
be refl ected explicitly in the concepts 
of programming languages. 
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skeleton for the various system con-
fi gurations. The necessity of dealing 
with various views, and the com-
plexity of the relationship between 
architecture and code, will continue 
to pose new and greater challenges.

Looking at the current state 
of software practice, we 
fi nd huge amounts of legacy 

software that remains essential for 
companies but is outdated in its tech-
nical structure and hard to adapt to 
changing requirements. In addition to 
the many other reasons for the insuf-
ficient evolvability of software, the 
deterioration of architectural struc-
ture and the lack of modularity have 
resulted in major defi ciencies. These 
defi ciencies will require more support 
for structuring software with tracta-
ble concepts of components and their 

remains a challenge. Also, the need to 
keep views consistent, and to main-
tain traceability information between 
views automatically, remains an open 
issue. We must research how mech-
anisms of dynamic view-generation 
could substitute for predefi ned view 
types. Also, the practicality of a cen-
tral metamodel must be explored. 

Currently, we face the challenge of 
including architectural concepts in 
programming languages to incorpo-
rate more structuring into programs 
that support readability and main-
tainability. This question arises in 
the bottom-up approach. Here, we 
must decide which role and phase of 
the software life-cycle programming-
language extensions must support 
because we can only enrich a pro-
gramming language using syntax for 
a single view.

Transposing code written in dif-
ferent programming languages into 
software presents a core challenge, 
one that requires a uniform notion 
of a component, so that code can 
be wrapped into components and 
concepts of composition to form 
deployable software systems. This 
leads to the already known separation 
between “programming languages” 
and “coordination languages.” These 
languages are concerned with several 
tasks, such as dependency analysis 
at compile time, interoperability at 
deployment time, and communica-
tion at runtime. However, languages 
fulfi lling these concerns do not yet 
exist, and the community must deter-
mine whether it ought to pursue one 
language or several when fulfilling 
such demands.

We must also express the inher-
ent variability of larger software 
systems. Usually built for different 
platforms, these should be avail-
able with different performance 
characteristics, and they should be 
confi gurable with respect to different 
features. In addition to this variability 
in space, software evolution results in 
a variability in time. The architecture 
should thus function as an integrating 
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